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Abstract. In this paper, we examine algebraic attacks on the
Advanced Encryption Standard (AES, also known as Rijndael).
We begin with a brief review of the history of AES, followed by a
description of the AES algorithm. We then discuss the problem of
solving systems of multivariate quadratic equations over arbitrary
fields (the MQ problem), as well as some recent general methods
for solving it, namely relinearization and XL, in preparation for a
discussion of recent work that reduces breaking an AES encryption to solving an MQ problem over GF(2), and an MQ algorithm
designed for this purpose, XSL. This leads to a summary of other
work that ‘embeds’ AES into another cryptosystem, BES, defined
solely over GF(28 ). This allows breaking AES encryption to be
reduced to solving the MQ problem for a much simpler (fewer and
sparser) system of quadratic equations defined over GF (28 ). The
controversy over how effective XSL is at solving this system is
briefly touched upon.

1. Introduction
1.1. Cryptographic Preliminaries. Cryptography may be described
as the science of secure communication over a public channel. An important area of cryptography is symmetric key cryptography. In symmetric key cryptography, the two parties share a secret piece of information, the key, and a public encryption algorithm. Assume Alice wants
to send a message M , also known as the plaintext, to Bob, and they
already share a secret key K and a cryptographic algorithm, called a cipher. The cipher consists of an encrypting function E, that depends on
both the key and the message, and a decrypting function D, the inverse
of E when the same key is used. Alice encrypts M by using the encryption half of the algorithm to compute the ciphertext C = EK (M ),
which she then sends to Bob, possibly over a public channel. Bob
then decrypts the message by computing DK (C) = DK (EK (M )) = M .
Without any loss of generality, we may take M, K, and C to be finite
sequences of bits.
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What is meant by secure? The hope is that, without knowing K,
an attacker cannot compute M from C. Can this be achieved? If the
key K is as long as the message M , we may define EK (M ) = M ⊕ K,
where ⊕ refers to addition mod 2, also known as the exclusive OR or
XOR. Then DK (C) = C ⊕ K = M ⊕ K ⊕ K = M . Further, it is
provably impossible to recover M from C so long as the key K is not
reused and was randomly generated. The problem is that this requires
us to securely transmit beforehand as much information as we want to
send.
Most symmetric key cryptography, then, is the study of cryptographic algorithms where K is much smaller in length than M and
where K can be reused multiple times. Unfortunately, we must then
change what we mean by secure. The messages will, in general, possess
some statistical properties, and only some possible messages will ‘make
sense’. For example, there are far fewer words of 4 letters than there
are 4 letter sequences. As D is assumed to be public, an attacker can
then compute DK (C) for all possible K. Only some of these DK (C)
will make sense, and if we do this to enough intercepted ciphertexts
C, eventually we will arrive at a unique K that decodes them all to
something sensible.
The number of ciphertexts that are necessary will depend on the
statistical structure of the information being encoded, so this is not
the best way to analyze a cipher. A more common assumption in
modern cryptography is to assume that an attacker may have several
pairs Mi , Ci from which to try to recover the key (a known plaintext
attack), or may even be able to pick M ’s or C’s to have encrypted or
decrypted. (a chosen plaintext or chosen ciphertext attack, or, if both
are allowed, a chosen text attack). In these cases, simply by trying
all possible keys an attacker will eventually recover the key K. This
is known as a brute force, or exhaustive, attack, and all ciphers where
the key is not as long as the combined length of all messages sent with
it are susceptible to a brute force attack. In this context, then, secure
means that, first, the key space is so large that trying all possible keys
is infeasible, and also that there is no way to recover the key that is
much easier than by using a brute force attack. If a cipher is secure
against chosen text attacks then it is certainly secure when people do
not have access to mathced plaintext ciphertext/pairs to help in their
decryption efforts.
1.2. DES. Who decides what ciphers are secure? It is easy for a person
to create a cipher that he or she cannot break. The problem is creating
a cipher that no one can break. In the 1970’s, the Data Encryption
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Standard (DES) was developed, primarily by IBM, and approved for
use by the United States government. DES has held up remarkably
well. While a few attacks have been discovered, they do not offer a
substantial savings over the exhaustive key search, and they are all
chosen text attacks. However, DES uses only a 56-bit key. This means
that the key space has 256 elements. Computing power has advanced
to a point where specialized computers can perform a DES key search
in less than a day.[15] The cipher is now quite insecure.
1.3. AES. During the 1990’s, it was clear that DES would not last
much longer. Although various other ciphers had been introduced,
none had been adopted as a federal standard. In 1997, the National
Institute for Standards and Technology put out a request for a replacement for DES. This replacement would have a substantially larger key
space, and would be resistant to the types of attacks that had seen
success, albeit limited, against DES. Several algorithms were submitted. The submissions were reviewed publicly by cryptographers from
around the world. In 2001, Vincent Rijmen and Joan Daemon’s submission, Rijndael (pronounced “Rhine-dahl”) was selected as DES’s
replacement, the Advanced Encryption Standard (AES).[8]
Rijndael was designed to be resistant to all foreseeable variants of
attacks then known. So far, it has succeeded. Linear and differential
cryptanalysis, the attacks previously most effective against both DES
and block ciphers in general, do not succeed in breaking Rijndael. Rijndael’s designers were also motivated to create a cipher with a relatively
simple design. At its introduction, DES was not trusted by many because they worried that several complicated parts of the cipher could
contain a ‘trap door’, a hidden weakness introduced by the designers
allowing the cipher to be broken. To avoid these concerns, Rijmen and
Daemon gave Rijndael a relatively simple algebraic structure.[8]
Since Rijndael’s adoption, however, new families of attacks have been
discovered that take advantage of this algebraic structure. We discuss
some of these in this paper.
2. AES
Rijndael is a block cipher. What this means is that messages are
broken into blocks of a predetermined length, and each block is encrypted independently of the others. Rijndael operates on blocks that
are 128-bits in length. There are actually 3 variants of the Rijndael
cipher, each of which uses a different key length. The permissible key
lengths are 128, 192, and 256 bits. Even the smallest of these is large
enough to prevent any exhaustive search. Of course, a large key is no
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good without a strong design. The details of Rijndael may be found in
[12], but we give an overview here.
2.1. Mathematical Preliminaries. Within a block, the fundamenal
unit operated upon is a byte, that is, 8 bits. Bytes are thought of in
two different ways in Rijndael. Let the byte be given in terms of its
bits as b7 b6 . . . b0 . We may think of each bit as an element in GF(2),
the finite field of two elements. First, one may think of a byte as a
vector, (b7 , b6 , . . . , b0 ) in GF(2)8 . Second, one may think of a byte as
an element of GF(28 ), in the following way: Consider the polynomial
ring GF(2)[X]. We may mod out by any polynomial to produce a
factor ring. If this polynomial is irreducible, and of degree n, then the
resulting factor ring is isomorphic to GF(2n ). In Rijndael, we mod out
by the irreducible polynomial X 8 + X 4 + X 3 + X + 1, and so obtain
a representation for GF(28 ). A byte is then represented in GF(28 ) by
the polynomial b7 X 7 + b6 X 6 + . . . + b0 . It is also convenient to refer to
bytes (in either setting) by their hexadecimal representations.
Of course, we may then define polynomial rings over GF(28 ). Later
on, the ring GF (28 )[Y ]/(Y 4 + 1) we be used. We note that while this
is not a field (as Y 4 + 1 is not irreducible in GF(28 )[Y ], being equal to
(Y + 1)4 ), elements are invertible if they are coprime to Y 4 + 1, that
is, if they are not divisible by Y + 1.
2.2. The State. For simplicity, we limit ourselves to describing Rijndael with a 128-bit key. The other variants are essentially the same.
Operations are done on intermediate results known as the state. The
state is 128-bits long. We think of the state as divided into 16 bytes,
a(i,j) where 0 ≤ i, j ≤ 3. We think of these 16 bytes as an array, or
matrix, with 4 rows and 4 columns, like so:


a(0,0) a(0,1) a(0,2) a(0,3)
 a(1,0) a(1,1) a(1,2) a(1,3) 


 a(2,0) a(2,1) a(2,2) a(2,3) 
a(3,0) a(3,1) a(3,2) a(3,3)
The state starts out as the 128-bit input. We operate on the state
by performing successive rounds.
A round is made up of three parts: application of the S-box, linear
diffusion, and subkey addition. We discuss each part below.
2.3. The S-Box. S-boxes, or substitution boxes, are common in block
ciphers. These are bijective functions on the blocks that are, ideally,
highly non-linear. Much of the security of block ciphers can be thought
of as ‘residing’ in their S-boxes. In AES, the S-box has a relatively
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simple form. The S-box is the same in every round, and it acts independently on each byte. It has two parts. For the first part, we
think of each byte as living in GF (28 ). We then simply apply the
‘patched inverse’. This sends a byte a to a−1 if a is non-zero, and sends
it to 0 if it is zero. This can also be expressed as sending a 7→ a254 .
This inversion is actually optimal with respect to several measures of
non-linearity, and non-linearity is important to protect against several
common families of attack.
For the second part, we apply an affine (over GF(2)) transformation.
Think of the byte a as a vector in GF(2)8 . Consider the invertible
matrix A,


1 0 0 0 1 1 1 1
 1 1 0 0 0 1 1 1 


 1 1 1 0 0 0 1 1 


 1 1 1 1 0 0 0 1 
.

 1 1 1 1 1 0 0 0 
 0 1 1 1 1 1 0 0 


 0 0 1 1 1 1 1 0 
0 0 0 1 1 1 1 1
Much like inversion, the structure of A is relatively simple, successively
shifting the prior row by 1. If we define the vector v ∈ GF(2)8 to be
(1, 1, 0, 0, 0, 1, 1, 0), then the second half of the S-box sends a byte a to
A · a + vT .
T
As a whole then, the action of the S-box is a(i,j) 7→ A · a−1
(i,j) + v .
2.4. Linear Diffusion. Next, we apply two different linear maps to
‘mix’ the state. The first map is the RowShift. Here, we simply shift
the rows around. The first row is unchanged, the second row is shifted
to the left by 1, the second by 2, the third by 3. Graphically, if the
state after the S-box step is denoted by the matrix (a(i,j) ), the new
state is


a(0,0) a(0,1) a(0,2) a(0,3)
 a(1,1) a(1,2) a(1,3) a(1,0) 


 a(2,2) a(2,3) a(2,0) a(2,1)  .
a(3,3) a(3,0) a(3,1) a(3,2)
The second step, the MixColumn transformation, not surprisingly
mixes the columns. We do more, however, than just move around
bytes within the columns. We interpret the bytes of each column as the
coefficients of a polynomial in GF(28 )[Y ]/(Y 4 + 1). Then, we multiply
each column by the polynomial ‘03’Y 3 + ‘02’Y 2 + ‘01’Y + ‘02’ (which
is invertible in our ring) and reduce appropriately.
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Each step, and hence their composition, is linear, whether viewed
over GF(2) or GF(28 ). Note that in the last round, for reasons of
efficiency in decrypting, we will leave out the column mixing.
2.5. Subkey Addition. From the original key, we produce a succession of 128-bit keys, by means of a key schedule. The details of the
key schedule need not concern us here; we simply note that later round
keys are produced from earlier round keys by applications of the S-box
above and by XORing prior round keys together. Each 128-bit round
key may then be divided into bytes, and the bytes placed in a 4x4 matrix. We refer to the (i, j)th byte of the mth round key by km,(i,j) . Then
in round m we replace byte a(i,j ) of the current state with a(i,j) ⊕km,(i,j) .
2.6. Putting It Together. The Rijndael algorithm is then as follows.
Put the input into the state. XOR the state with the 0-th round key.
We start with this because any actions before the first (or after the
last) use of the key are pointless, as they are publicly known and so
can be undone by an attacker. Then, apply 10 of the above rounds,
skipping the column mixing on the last round (but proceeding to a
final key XOR in that round). The resulting state is the ciphertext.
3. MQ attacks on AES over GF(2)
The above is the implementation description for AES. It says, in a
straightforward and algorithmic way, how one would go about using
AES to encrypt something. However, there are other ways to express
the action of AES encryption, and some of these lend themselves to
additional cryptanalysis. In this section, we’ll discuss the MQ problem
and how AES key recovery can be reformulated as an MQ problem, as
well as recent algorithms designed to attack AES under this formulation.
3.1. The MQ Problem. Solving a system of linear equations is relatively easy. If there are n equations in n unknowns, then Gaussian
elimination will solve the system in O(n3 ), while more complicated
techniques, with substantially higher constants, offer even better asymptotic performance.
However, the natural generalization is far less tractable. We consider
a system of m equations with n unknowns over an arbitrary field K,
but now we allow quadratic terms to
is, for unknowns
P appear. ThatP
xi , the k-th equation has the form i,j ai,j,k xi xj + i bk xi + ck = 0,
with all the constants in K, and we seek values in K for the xi ’s that
will satisfy all the equations.
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Now, far from being a known polynomial time problem, this problem
is in fact NP-hard for any choice of field K. We restrict ourselves here
to the case where K is a finite field. Until recently, the best general
algorithms were based on variants of Buchberger’s algorithm, which
uses Gröbner bases. In the worst case, these are double exponential in
running time in n, and in general single exponential. The best variants, due to Faugère, are still exponential in general.[6] The public key
cryptosystem HFE (Hidden Field Equations) is based on the difficulty
of this problem. In 2002, Faugère beat the first HFE challenge problem
using his algorithms, where essentially we had n = m = 80.[2]
3.2. The XL family of Algorithms. However, when the system
is overdefined, (m > n) much more becomes possible. At Crypto
1999, Kipnis and Shamir announced a new algorithm, relinearization,
to break HFE by solving the MQ problem. For sufficiently overdefined systems, they conjectured that the algorithm had polynomial
time complexity.[7] At Eurocyrpt 2000, Courtois, Klimov, Patarin, and
Shamir introduced an improved version of relinearization called XL.[6]
For details, one should see [7, 6], but we give an overview here. The
basic idea behind these algorithms is simple: we are good at solving
linear systems but not quadratic ones, so we should transform the problem to solving linear equations. This technique is called linearization.
Assume for the moment that we restrict ourselves to homogeneous
quadratics (allowing constants) and that m = n2 . Then we replace
each term xi xj by a new variable yi,j . These new equations contain
only yi,j ’s and constants and, better still, are linear. Further, there are
at most m possible yi,j ’s so the system will be determined. We now
solve for the yi,j ’s in polynomial time with our favorite linear system
method. Then, it is easy to recover the xi ’s by either exhausting over
x1 and propagating with the known values of the yi,j ’s until we find the
solution, or, if we have yi,i terms, we’ll know xi up to sign and after
even fewer guesses determine the solution.
However, what happens when we do not have enough linearly independent equations? Kipnis and Shamir’s relinearization works as
follows.[7] Perform linearization as above with however many equations you have. In general, this system will be underdetermined, but
one may still solve for some of the variables in terms of the others,
and so we may eliminate many of the variables. Now, we have the
additional identities that, for example, yi,j yk,l = yi,k yj,l (including our
eliminated yi,j ’s). So we may throw these in and expand them in terms
of our independent variables and now we have a system quadratic in
the yi,j ’s, but with many of the variables eliminated. If we do not
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get enough equations, we may also include more complicated identities
involving general permutations among several of the indices (for example ya,b yc,d ye,f = ya,c yb,f yd,e ). Then, we can solve this system either by
linearization, or by another relinearization (if the degrees are greater
than 2, we just introduce new variables for all the monomial terms). Of
course, not all of the permutation equations are linearly independent
when substitute in our reduced set of yi,j ’s. Is there a more efficient
way of generating new linearly independent equations?
The insight leading to the XL algorithm was that algebraic dependence need not imply linear independence. If xy + z + 1 = 0, then we
must also have that xy 2 z + yz + y = 0. However, these are linearly
independent equations. We can add linearly independent equations at
the expense of increasing the degree. The details may be found in [6]
but we again give an overview.
We want to solve the system of equations {lj (x1 , . . . , xn ) = 0}. Pick
a positive integer D ≥ 2. Let xk refer to Q
all monomials with coefficient
k
1 of degree less than k, that is, x = { kj=1 xij }ij (because we want
our final solutions to be in K, a finite field, we may make the substitu|K|
tions xi = xi where appropriate). Then we generate new equations
Q
Qk
( j=1 xij )li = 0 for all kj=1 xij ∈ xk for all k ≤ D − 2. Then, we
treat each monomial in the xi ’s as a new term, and perform Gaussian
elimination (or some other linear system solving method), in such a
way that some variable, say xj , is eliminated last. The hope then is
that this will yield some univariate polynomial in xj , which can then
be solved over our finite field and the values replaced. This lets us simplify the initial equations and we repeat the steps on our new, reduced
system.
Again we run into a question of the linear independence of the equations generated. A higher D yields more equations and more independent equations, but also creates more terms and equations to solve
for in the Gaussian elimination step. Yet a too small D will not give
enough equations to allow a solution. If D is maximal, it turns out
that we recover the relinearization method.
Unfortunately, the complexity of the XL method in general is not
known, nor do we even know under what precise conditions the algorithm terminates. However, experimentally, it is more efficient than
relinearization for proper choices of D. These experiments also show
that even a little overdefinition helps a lot. Clearly the work depends a
great deal on D. By considering the number of monomial terms generated compared to the number of equations generated, the designers of
XL computed that in general D must be around √nm . So if n ≈ m, one
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√
expects to be able to take D ≈ n. However, when m = n, they found
in general that they needed to take D = 2n to generally get a solution,
infeasible for anything but very small n. However, when m = n + 1, a
D of n would work. And
√ when m = n + 2, they had indications that
D could be taken to be n, although this was not conclusive.
D
In general, the number of terms is roughly nD! , and so the work must
be at least as much as solving√
a linear system with that many variables.
So, when one may take D ≈ n, the work must be at least
 √ n ω
n
√
,
n!
where ω depends on the system used to solve a linear equation (3 for
Gaussian elimination). However, if the system is very overdetermined,
say m = n2 for 0 <  ≤ 1/2, they argue that XL should work with
1
D ≈ d √ e,

leading to a polynomial work expectation of
ωd √1 e

n 
.
d √1 e!
However, these are asymptotic estimates. XL is still poorly understood. Much research remains to be done, and so far only the first HFE
challenge problem has been broken, and that by a different method.
However, the method was promising enough to spur a search for further applications.
3.3. AES as an MQ problem. Recovering a key using a known plaintext attack is clearly an NP problem. Simply guess a key and then see if
the plaintext encrypts to the ciphertext. So, as MQ is an NP-complete
problem, in theory one should be able to reexpress AES key recovery as an MQ problem. Not all instances of an NP-complete problem
are hard to solve, so perhaps the AES MQ problem would be more
tractable than the key recovery problem in other guises.
Courtois and Pieprzyk translated AES key recovery (indeed, key
recovery for a general class of block ciphers) into an MQ problem over
GF(2) in the following way.[4, 5] Consider a single Rijndael S-box. This
has one byte, x, of input and one byte, z of output. We may specify
further and let y be the patched inverse of x, so y is x after inversion
but before applying the affine transformation.
From the definition of the S-box, we have the algebraic relation
∀x 6= 0, xy = 1.
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While this is one equation in GF(28 ), we can instead look at equations
in the individual bits by equating powers of the indeterminate used to
define GF(28 ). This yields 8 linearly independent equations, which are
quadratic in the bits. Even if x = 0, seven of these equations still hold.
In fact, in 128-bit AES, one expects that the input to every S-box in
every round will not be zero roughly half the time. So we may assume
throughout that x is non-zero and any attack we develop will still work
fairly often. Note also that these equations involve terms of the form
xi yj but no terms of the form xi xj or yi yj .
Are there other equations? Recall that algebraic dependence does
not necessarily imply linear dependene. It turns out that, if one looks
at the bits in the algebraically equivalent expressions
x = yx2
and
y = xy 2 ,
each yields 8 quadratic equations (true even if x = 0), and all 24 of
these equations are linearly independent. While it might appear that
the squaring operation should increase the total degree in bits to a
cubic, that is not the case. We have that
(b7 X 7 + b6 X 6 + . . . + b0 )2 = b27 X 14 + b26 X 12 + . . . + b20 in characteristic 2
= b7 X 14 + b6 X 12 + . . . + b0 in GF(2),
and then reducing modulo our irreducible polynomial is linear in the
bits as well. Passing from y to z just adds some additional linear
complications, and again we only have quadratic terms of the form
xi zj . So the total S-box can be described by an overdefined system of
quadratic equations. That the system is so overdefined is a consequence
of Rijndael’s simple algebraic structure; we would not expect something
like this to happen for a random S-box.
These 24 equations are even nicer than one might otherwise suspect.
With XL, we saw that performance increases as the system becomes
more overdefined. However, no mention was made regarding the effect of the sparseness of the original system. Solving linear systems is
simplified when the equations are sparse, that is, when most of the coefficients of the possible terms are zero. This is also true for quadratic
systems. In the equations relating the xi ’s and zj ’s above, we only
have quadratic terms of the form xi zj . We actually wind up getting 81
terms (including the constant 1), out of a possible 153 (1 constant, 16
linear terms, 64 xi zj , 28 xi xj and 28 zi zj with i 6= j, and 16 squares).
So these equations are also quite sparse.
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While there is more to the cipher than the S-boxes, the rest of the
cipher is linear and so equations exactly defining those parts are not
difficult to construct. For each round we introduce 128 variables for
the input to the round, 128 for the output from the S-box, 128 after
the linear diffusion, and 128 for the output from the subkey addition.
The 128 after subkey addition are then the inputs to the next round.
Additionally, because we know the key schedule (and it relies on linear
relations and the S-box above) we can also write down sparse, overdetermined equations for the round keys in terms of the initial keys.
There are a few unimportant subtleties we ignored above, but in the
end we wind up writing 128-bit Rijndael as a system of m = 8000
equations with n = 1600 variables. How hard is it to solve the problem
in this way? Recall, it takes 2128 encryptions to brute force 128-bit
AES. Can XL break AES faster?
n2 is much larger than m, so we assume that D ≈ √nm ≈ 18. Using a
slightly different estimate for the complexity of XL and assuming ω =
2.3766 (the best known algorithm for solving linear systems, although
the constant may be prohibitively high for this problem), Courtois and
Pieprzyk estimate the work at 2330 , clearly not an improvement on
brute force.
However, XL is not designed for sparse systems. Perhaps the sparse
structure can be utilized to yield a better algorithm? Courtois and
Pieprzyk developed a new algorithm, XSL, to solve sparse, overdefined
systems of multivariate equations.[4, 5]
We need the total number of linearly independent equations to be
roughly equal to the total number of monomials that appear. The
sparseness, then, should help us reduce the total number of new terms
we end up introducing. Fix the parameter P , a positive integer. There
are 160 S-box equations, one for each byte for each round. For each
equation arising from an S-box, we multiply it by all products of P −
1 monomials that arise in other S-box equations. For each equation
arising from the linear diffusion, we multiply it by all products of P − 1
monomials that appear in equations arising from S-boxes that do not
share any variables with that equation. We do similar things for the
equations relating to the subkey addition and the key schedule.
In case the above does not yield sufficiently many linearly independent equations, Courtois and Pieprzyk suggest using what they call
the T 0 method. Let T be the set of monomials produced by the above
multiplications. The basic idea here to force more linearly independent
equations. For all a ∈ GF (2), we have that a2 = a, and so we allow
squares of the bit variables to be reduced as well. Let Tx1 be the set of
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monomials in T that are still in T after multiplication by x1 after the
square reduction, and define Tx2 similarly. We do two large Gaussian
eliminations (treating each monomial as its own variable), one to express each element of T as a linear combination of elements in Tx1 , and
another to do the same in terms of elements in Tx2 . In each case, we
expect some subset of the resulting systems to contain only terms in
Txi . Call these two subsets C1 and C2 . Multiply each equation in C1 by
x1 . It is likely that the equations in C1 will not be invariant under this
multiplication, and so this provides some new equations, which it is
hoped are linearly independent. Next, each of these has an expression
as a linear combination of terms in Tx2 , and we make those substitutions. Now we can add them to C2 , and multiply this augmented C2
by x2 . By iterating, we hope to increase both C1 and C2 with new,
linearly independent equations. Of course, this can only be taken so
far, and so one needs a good estimate as to both how many equations
one will have going into the T 0 step as well as how many one will have
coming out of it.
Does this break AES? Courtois and Pieprzyk use a number of heuristics to estimate the number of independent equations produced by the
methods above so as to estimate the optimal value of P . They then
estimate that the total work in breaking 128-bit Rijndael with this
method is 2230 , not an improvement on brute force. However, they estimate that breaking 256-bit Rijndael has a work factor of 2255 . While
only a slight improvement on brute force, it is often the case that attacks can be improved, so slight modifications to this method might
deliver significant savings over brute force attacks.
However, that assumes these estimates are correct. We will return
to this issue later.

4. BES
One of the great difficulties in cryptanalyzing AES is the tension between operations over GF (28 ) and operations over GF (2). It is easy to
express everything in terms of operations over the smaller field. However, the resulting expressions quickly become messy, as can be seen by
expanding out in bits the equation above for an S-box. If an expression
for AES over GF(28 ) could be found, it might be simpler to analyze and
attack. Murphy and Robshaw presented such a formulation for 128bit AES at Crypto 2002.[10] Their idea was to create a cipher, called
BES (for Big Encryption System) that acted on 128-byte blocks, with
a 128-byte keyspace, designed in such a way that some encryptions by
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AES and BES commuted with certain natural maps from 128-bits to
128-bytes.
Consider the 128-bit state space of AES as a vector in A = GF(28 )16 .
BES will, correspondingly, have a state space that should be thought of
as a vector in B = GF(28 )128 . We may think of GF(2) as a subfield of
GF(28 ). Then GF(28 ) is Galois over GF (2). For a ∈ GF(28 ), its Galois
0
1
2
7
conjugates over GF(2) are a2 , a2 , a2 , . . . , a2 . Define the vector conju0
1
2
7
gate mapping α : GF(28 ) → GF(28 )8 by α(a) = (a2 , a2 , a2 , . . . , a2 ).
Note this is a linear homomorphism. Further, if we define the patched
inverse of the AES S-box componentwise on GF(28 )8 , then α also commutes with the patched inverse. We may extend this mapping to a
map φ : A → B by setting φ(a0 , . . . , a15 ) = (α(a0 ), . . . , α(a15 )). We
say that vectors in the image of φ have the vector conjugacy property,
and we set BA = Im(φ). φ thus embeds the state of AES into the
state of BES. We may define an inverse φ−1 : BA → A.
Now we must define the actions of BES. In doing this, for any vector
in A we want it not to matter whether we perform the relevant AES
action and then take φ of the result, or map the vector to BA by φ
and then do the corresponding BES action. This requires that all BES
operations preserve the vector conjugacy property. Also, we note that
it is possible to change the GF(2) affine transformation in the AES Sbox into a linear one by moving the vector addition, suitably modified,
into the key schedule, and so we make that simplification here.[9]
For the S-box inversion, in BES we just compute the patched inverse
of each byte, just as we would in AES. This clearly preserves the vector conjugacy property. We now have the linear transformation over
GF(2). This simply maps elements of A to other elements of A, and
so we can find an interpolating polynomial, f . Additionally, because
this is still an additive transformation over GF (28 ), it can be shown
that the interpolating polynomial
must be only a sum of the Galois
P
k
conjugates, that is, f (a) = 7k=0 λk a2 for some computable λk ’s. We
can now compute an 8x8 matrix LB over GF(28 ) such that the first
entry in the vector LB · φ(a) is f (a) and that also preserves the conjugacy property. In particular, the i, j-th entry (indexed from zero) of
i
that matrix is given by λ2j−i where j − i is reduced modulo 8. Now, to
express the action on B, we just want a matrix that applies LB to each
group of 8 bytes. So our final desired matrix is LinB , a 128x128 block
diagonal matrix with 16 blocks, each made up of LB .
The row mixing operation just permutes around bytes in A. This
can easily be extended as a 128x128 matrix acting on B that keeps 8
byte groups together. This preserves the vector conjugacy property and
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again this will commute with φ. The mixing operation is slightly more
complicated but, being already linear over GF(28 ), can also be captured
in a matrix that performs actions on groups of 8-bytes together. The
key schedule for BES is set up in a similarly compatible way.
We can combine the matrices for row mixing, column mixing, and
the linear part of the S-box by multiplication into one matrix, MB (and
also a matrix MB0 leaving out the column mixing, for the last round).
Then a BES round on b ∈ B is simply
MB · (b−1 ) + (kB )i ,
where by (kB )i we mean the i-th round key in BES. Further, for a ∈ A,
we can perform a round of AES by equivalently performing
φ−1 (MB · (φ(a))−1 + φ((kA )i )).
5. MQ attacks on AES over GF(28 )
Murphy and Robshaw point out that there is a simple MQ description of BES. In particular, let p, c ∈ B be the plaintext and ciphertext
respectively, and let wi , xi ∈ B be the state in round i before (resp. after) the inversion, and let ki be that round key. For the sake of brevity
let us assume that each byte in xi is never zero for each i (though this
can be dealt with). Then we get the following system
0
0
0
0

=
=
=
=

w0 + p + k0
wi xi +1 for i ∈ {0, . . . , 9}
MB · xi−1 + wi + ki for i ∈ {1, . . . , 9}
MB0 · xi + c + k10

Of course, these are vector equations, and so we can examine them
component-wise. If we do this, we wind up with 1408 linear equations and 1280 quadratic equations. There are composed of 2560 state
variables and 1408 key variables, appearing in 5248 monomials.
However, our goal is not to attack BES, but AES. When we use BES
to do an AES encryption (through the φ map), we have additional information, namely, that all the states have the vector conjugacy property.
If we let xi,(j,m) refer to the m-th byte of the j-th group of 8 bytes in xi ,
similarly for wi,(j,m) , and we interpret m modulo 8, then for i from 0 to
9, j from 0 to 15, and m from 0 to 7, we have the additional equations
0 = x2i,(j,m) + xi,(j,m+1)
2
0 = wi,(j,m)
+ wi,(j,m+1)
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So now we have 5248 equations. These contain 2560 state variables
and 1408 key variables giving rise to 7808 monomials. But we have not
yet taken the key schedule into account. This yields another 2500 equations and 3008 terms, although some of these key terms have already
been counted.
So we have an overdefined (and fairly sparse) MQ system. Using
the XSL complexity estimates, Murphy and Robshaw compute that it
should be possible to break 128-bit AES with an effort equivalent to 2100
AES encryptions, a substantial improvement on brute force [10, 11].
The question, of course, is whether the estimates for XSL are valid.
6. XSL Controversy
A great deal of controversy has erupted over the correctness of the
arguments in the original XSL paper. Moh and Coppersmith independently claimed to have found faults with the efficacy of the T 0 method
and with the estimates for the number of linear equations.[1] Courtois claims that Coppersmith’s criticism reveals that he has not read
the paper carefully enough, and that Moh has since removed much
of his criticism from his own web site after better understanding the
method.[3] Robshaw and Murphy do not claim to believe or disbelieve
the XSL estimates.[10, 11] The community at large has yet to come to
a conclusion.
Why do we not just implement the attack and find out if it works?
Although an effort comparable to 2100 encryptions is substantially less
than an effort comparable to 2128 encryptions, it is still far too much
work to be feasible. In [8], Landau estimates that only 290 computations
would take a billion current processors about 30 years, and an AES
encryption requires many computations. As Schneier observes, we are
in an age where attacks cannot be implemented.[13] The good news
is that we are secure from these attacks for now, whether or not they
work. The bad news is that, should they work, we will not know they
work until it is too late.
However, Schneier also observes the cryptographic community has
been in this situation before.[14] One of the successful attacks against
DES, linear cryptanlysis, was never actually implemented. However, it
was implemented against enough simplified versions of the cipher that
the community had faith that there was not some hidden flaw. The
XSL algorithm has not yet undergone enough testing to be deserving
of that faith. Echoing Schneier, Courtois, talking about the CourtoisPieprzyk-Murphy-Robshaw attack, says that no one has yet shown that
XSL will break AES. Neither has anyone shown that the XSL algorithm
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will not break AES.[3] The XL family of algorithms at large is still the
subject of much research and the verdict is out on whether AES can
be successfully attacked as an MQ problem or not.
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